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Recovering Inherent Roll Punch Matrix Spacing Information

And Using It To Dynamically Self-Correct Roll Scans

by Warren Trachtman

1.0 Introduction

One of the goals shared by many of those scanning music rolls is to obtain archival quality scans which accurately represent the original master roll, suitable for producing recuts.  This generally requires reconstructing the locations of the holes on the original punch matrix spacing grid.  Recent enhancements to the CIS file conversion software, to perform some intelligent statistical analysis, coupled with the application of some linear control system theory, have yielded results which make this goal achievable when used with reasonably modest mechanical transport designs.  

The exciting aspect of this technique is that it uses the spacing of the holes themselves, as measured while the roll is being scanned, as a built-in reference.  So, as long as the original roll scan was captured with an accuracy of better than ½ of a punch matrix step, this technique can fully and accurately restore the hole locations to the original punch matrix grid.

An intriguing benefit is that CIS data files from rolls that have already been scanned, using less than optimal physical scanner transport mechanisms, can often be processed to give archival, or near-archival, quality accuracy without the need for rescanning the rolls on higher quality roll scan transports.

2.0 The Raw Roll Scan

The initial roll scan can be made using a take-up spool drive transport or a capstan drive transport.  In either case, the raw scan is captured making the best assessment of the motion of the paper as it moves over the CIS unit.  Any ellipticity in the takeup spool or capstan, change in drag of the feeder spool, etc., can cause variations in speed of the paper.  These speed variations, if not corrected, translate to inaccuracies in the presumed locations of the holes.  This is because the computer software assumes that the paper is moving at a constant (or known) speed, when in fact it often deviates from that speed.

A precision optical encoder, or similar device, can be used to measure and subsequently correct the scan for the paper velocity changes.  There are limitations with this approach, however, since placement of the measuring device is critical for accurate correction, and it is difficult to place the measurement device at exactly the location where the CIS unit is taking the scan.  Measuring the paper velocity at the take-up spool or feeder spool, while easier, does not correct all the errors introduced between those points and the actual scan CIS location.  

Fortunately, as will be shown, the roll itself contains accurate data that can be extracted from the raw scan to self-correct the scan.

3.0 Inferring the Punch Matrix Step Size

The first step in the correction of the raw roll scan is to perform a statistical analysis of the data in order to figure out what punch matrix step size was used to manufacture the roll.

The method, used successfully, consists of gathering the data for each individual note track of the roll to record the raw measurement distance from one note-on event in a track to the next note-on event in that same track.  Similarly, the raw measurement distance is gathered between sequential note-off events in each of the tracks.  The distances between like-type events will be multiples of the punch matrix step size.  Distances between note-on and note-off events are not used, since these have additional dependences on factors such as the punch diameter, threshold sensitivities, etc.  Using only the distances between like-type events in the statistical analysis eliminates these complications.  To operate in a region where the measurements are more meaningful, only distances less than one inch between like events were retained.  Distances greater than one inch were discarded from the statistical analysis.

Initially, only events occurring on the same track were compared, in order to eliminate errors that would otherwise be introduced by the skew of the CIS sensor unit.  If the CIS unit is not mounted precisely physically perpendicular to the direction of motion of the paper, note events on different tracks will be offset from one another proportional to the sine of the skew angle and the distance between the tracks.  Subsequently, the algorithm to automatically remove the CIS unit skew was added (the subject of another write-up).  Performing this step prior to the punch matrix restoration in the software reduces the skew error to a minimum. This allowed the event times to be compared from events within a group of neighboring tracks, instead of just one track at a time, giving more event statistics to work with.

The raw measured distances between like-type events are accumulated for the entire roll.  Rolls with a lot of webbing and chained notes provide a large number of closely spaced events from which to gather these statistics.  Most reproducing rolls, such as Ampico, Duo-Art and Welte, have these characteristic closely spaced note events.  These roll types easily produce enough distance measurements to give a high confidence result from the statistical evaluation.

Some 88 note rolls with long, unbridged slots, would not provide enough events to benefit from this approach if the statistics were not taken from groupings of neighboring tracks.  For these low event count rolls, comparison of event locations between neighboring note tracks, after the skew correction, produced an adequate number of event comparisons to allow the statistical analysis to work.  

With reasonably accurate measurements of the distances between events, and knowing that the events are spaced at integer multiples of the punch matrix step size, we would expect to see peaks occurring at distances that are multiples of that step size when we create a histogram of the event separation distances.  Sure enough, figure 3.1, which is a typical case from an Ampico roll scan, illustrates the very distinct peaks in the event spacing histogram.
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Figure 3.1 – Rollscan event spacing histogram – Initial, Uncorrected Scan 

The peak at inter-event spacing distance values of about 0.102 inches and the peak at about 0.136 inches are the 3rd and 4th harmonic of a root spacing distance of 0.034 inches.  This punch matrix step size spacing, inferred from the raw roll scan measurements, corresponds to a punch matrix operating at about 353 steps per foot.

This is very close to the expected 356 Ampico spacing, and is well within the tolerance of the setting of the lines/inch from the stepper motor gear ratio.  Furthermore, if the step size is slightly off, it will not impact the final result accuracy.  Once the scan is quantized to punch matrix steps, the step size can be changed based on a-priori knowledge.  As long as the estimated step size is reasonably close, there will not be a repositioning great enough to cause a skip over a grid point on the punch matrix mapping.

As a side observation, the peak appearing at the zero distance point in the graph is indicative of the residual skew error following application of the de-skewing algorithm.  In this particular roll, the residual skew was reduced to less than 10 thousandths of an inch prior to performing the punch matrix spacing analysis.

The conversion software currently has a very simple algorithm that finds the highest peak in the histogram and computes the root punch size from the highest peak based on a user-supplied divisor.  This incorrectly assumes that the peak will always occur on the third, fourth, or some other known fixed harmonic of the root spacing.  There is also an option to override the automatic step size determination and input a punch step size directly.  This step in the process still needs to be improved to automatically determine the root step size from the harmonic spacing histogram with higher confidence over a wide range of spacing harmonic peak patterns in the spacing histogram.

4.0 Correcting the Individual Note Event Positions

Once the punch matrix step size has been obtained, the raw scan data can be progressively repositioned over the length of the roll, so that the events fall on the grid defined by the possible punch matrix locations.  The correction is based on application of linear control system theory, specifically a classic Kalman Filter problem which attempts to control a system parameter ( the instantaneous roll velocity in this case) using error-prone measurements made in a noisy environment (the edge locations of the on/off events).  The errors corrected by the Kalman Filter are generally those from the scanning process, but the algorithm will also correct minor (less than ½ punch step size) manufacturing timing/location errors that may be present in the particular copy of the roll being scanned.

The Kalman Filter approach can be thought of as a predicting system with a continuous feedback that adjusts the parameter being controlled to keep the error of the measured events at a minimum.  In this case, we continuously adjust the assumed instantaneous roll velocity used in the scan conversion to keep the locations of the edge measurements as close as possible to the expected punch matrix grid locations.  

Given the punch matrix spacing, the location of the most recent note-on event, and the current roll velocity, the Kalman filter will predict where the next punch matrix grid points should be.  The filter expects to see the next note-on event occur at one of these predicted grid point locations.  The next measured note-on event will be evaluated to determine the closest grid point to the measured event.  The difference between the expected/predicted location and the measured location is an error term that the filter then uses to adjust the current assumed instantaneous roll velocity (or lines/inch) up or down slightly in response to the error seen.  Thus, the Kalman Filter continuously and adaptively corrects for the velocity variations present during the scan that cause the events to deviate from the correct values.  The Kalman Filter creates a new, varying velocity mapping over the length of the roll, which minimizes the average event deviation from the punch matrix grid.

As a practical matter, not every hole will be perfectly formed.  Some edge softness will be present from simple wear and aging of the roll, not to mention spurious events from specks and tears in the roll.  Printed lyrics may be erroneously interpreted as holes by the software.  The beauty of the Kalman Filter is that it can average out such anomalous and noisy measurements of the note edge locations and perform the corrections properly as long as there are enough true events such that the error distribution has a zero (or close to zero) mean value.

To make the process a bit easier, the note-on events are processed separately from the note-off events.  This means that we really don't have to tell the program what shape the punch actually was (square or circular) and what the edge size/diameter of the punch was. The program maintains two separate punch matrix spacing grids, one for note-on events and one for note-off events.  As it turns out, these punch matrices will be offset from one another by the diameter or edge length of the circular or square hole punch used to manufacture the roll.

This description only deals with the case where all hole sizes are assumed to be identical, but the concept is the same if multiple punch sizes are applicable.  For roll types where it is known that different punch sizes were used on different tracks (for example theme holes differing in punch size from the note hole punch size), the processing software is able to maintain separate spacing matrix offsets for the appropriate track subsets.  

Once the Kalman Filter predictive correction has determined the best velocity mapping for each of the scan lines which yields the minimum overall error for each of the note-on and note-off events, the locations are re-aligned according to the new minimum error velocity map.  Following the realignment, any residual errors can then also be removed so that each event occurs exactly at the punch matrix grid lattice point. 

Figure 4.1 below shows the post-Kalman Filter correction event spacing histogram for the same Ampico roll that was evaluated in section 3.  With the correction applied, all of the events fall within one thousandth of an inch (the residual processing accuracy) of the specified punch matrix step size spacing.  At this point, the events can be accurately output as a PunchMaster MIDI file, with all events restored to the master punch matrix grid spacing.
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5.0 Identifying Problem Spots 

Another convenient benefit of this restoration technique is that it will automatically identify spots on the roll scan that contain events close to the ½ punch step locations, and therefore have higher ambiguity as to their true intended location.  The degree to which the pre-corrected histogram does not return to zero between the peaks is a measure of the number of events that might be incorrectly placed after the automatic correction is performed.  The histogram shown in figure 3.1 was from a scan taken on a fairly crude take-up spool driven transport with no encoder correction.  There are clearly a significant number of events located near the half-way points between the punch step peak intervals.

Scans made using capstan-driven transports, and scans from encoder corrected take-up spool  transports exhibit far fewer events in these areas.  

As the Kalman Filtering algorithm makes the assessment of each note-on and note-off event, the software can automatically keep a record of all the events that fall within a user-selectable band around the ½ punch step intervals.  Ideally, there would be no points in this region if the scan were made perfectly, and the roll had no manufacturing errors.  In the real world, there will be a certain number of these events.  The software can identify and print out a listing of each and every trouble-spot, as determined by the occurrence of the event within the band near the ½ punch-step locations.  These problem events can be identified by their exact location/time and note-pitch, making them easy to locate by hand.  Because the Scan-Image MIDI and the eRoll MIDI ( and if properly specified, the PunchMaster MIDI ) adhere strictly to the industry standard MIDI specifications, they can be edited in any MIDI editing program, such as Cakewalk, Cubase, etc., without the need for any custom editing software.  With the automatically created listing of trouble-spots identified by the software, human intervention can be performed to check, and if necessary override, the decisions made by the Kalman Filter in placement of the specific events that have high ambiguity.

6.0 Correcting for Take-up Spool Acceleration

The first use of the statistical recovery of the punch matrix step size from the scan data was for evaluating and compensating the raw scan for the take-up spool acceleration.  This is somewhat tangential to the restoration of the punch matrix grid, but it is important because it clearly demonstrates the accuracy and effectiveness of the punch step size detection algorithm. 

The take-up spool acceleration occurs when using a simple/inexpensive motorized take-up spool driven roll transport mechanism to pull the paper past the scan head, rather than the more sophisticated (and more expensive) capstan drive design.  With a take-up spool drive, as the scan progresses, the thickness of the paper buildup on the take-up spool changes the effective diameter of the spool, continuously increasing the diameter as the scan progresses.  The amount of paper pulled past the CIS scan unit in one revolution of the take-up spool will depend upon the instantaneous circumference of the spool plus the paper buildup thickness.  Without compensation, the effective average paper velocity will increase between the start of the roll and the end.

The software that processes the raw roll scan data compensates for this effect, but the precise value of the acceleration, specified in percent increase per foot of roll, needs to be obtained.  The take-up spool acceleration factor can be estimated based on knowledge of the diameter of the empty spool, the thickness of the paper used to manufacture the roll, the tension present in the scanning transport mechanism, etc.  Even better, the amount of take-up spool acceleration can be obtained from the raw roll scan data itself.

We make the very important assumption that the roll was manufactured using a process that kept the punch matrix step size constant over the length of the roll.  In other words, the punch advance step size at the start of the roll is assumed to be the same as the punch advance step size at the end of the roll.  With this assumption in mind, instead of processing the events from the entire scan of the roll as a single composite histogram of event spacing distribution, we process the data from first half of the roll and the second half of the roll independently, creating two histograms for comparison.

If the take-up spool acceleration factor applied to the raw scan data is correct, then we would expect the peaks to coincide for the histograms based on data from the first and second halves of the roll.  If the acceleration factor used is too small or too large, then the data will be under-corrected or over-corrected and the inferred step size obtained using the raw measured event data from the first half of the roll will be different from the value obtained using data from the second half of the roll.

Figures 6.1 and 6.2 show clearly how the histogram results differ when the amount of take-up spool acceleration is not correct.  An acceleration factor that is too small gives an inferred step size from the second half of the roll that is distinctly smaller than the step size inferred from the first half of the roll.  An acceleration factor that is too large over-compensates and gives an inferred step size from the second half of the roll that is distinctly larger than the step size inferred from the first half of the roll.  A very important point, illustrated by these graphs, is that the punch matrix step size evaluation and recovery algorithm is able to successfully determine the punch step size from a local area of the raw scan of the roll, with a high degree of confidence, to an accuracy of a few thousandths of an inch.  This is key to the success of the punch matrix restoration process.

[image: image3.png]Number of Events

600 -

Under-Correction of Takeup Spool Acceleration

l

—— FirstHalf —— SecondHalf

500

400

300

|
il

=y

200

i

100

SN

100

150 200
Event Spacing (thousandths)

250

300

350




Figure 6.1 - Histograms from Under-Corrected Take-up Spool Acceleration
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Figure 6.2 - Histograms from Over-Corrected Take-up Spool Acceleration

Figure 6.3 shows how the histogram peaks from the first half of the roll and the second half of the roll do indeed coincide if the take-up spool acceleration factor is correct.

With the proper take-up spool acceleration factor applied to the raw data, the resulting histograms also show less deviation around the peaks, making the inferred punch matrix step size easier to extract from the data.  Proper removal of the take-up spool acceleration also minimizes the initial errors in the measured positions of the individual note events.
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Figure 6.3 - Histograms From Properly Corrected Take-up Spool Acceleration

The effectiveness and the accuracy of the statistical method of punch step size recovery from the inherent raw roll scan data was confirmed when used for the take-up spool acceleration correction.  The technique could then be extended with confidence and applied to the problem of restoration of the scan to the punch matrix grid spacing, using it in combination with the Kalman Filter to properly re-align the event locations.
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